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Please note that the Letter from the Editor is released  
one day early due to scheduled IT maintenance. 

The tech elite warns that AI could become uncontrollable and 
that its development must be slowed. While the risks are real, 
apocalyptic narratives may hide opportunistic behaviour to 
help incumbents curb competition. But the emergence of this 
debate is significant. Even if end-of-world scenarios do not 
materialise, AI will not be brought back under control by 
private companies but by governments. The biggest risk to AI 
valuations for investors may not be that the technology 
disappoints, but that it succeeds beyond what is socially 
acceptable and triggers a regulatory avalanche. In the most 
extreme scenario, the most advanced AI models could be of 
no practical use, similarly to nuclear weapons.  

Hello from the Investment Institute 

Will AI exterminate humanity? I honestly don’t know. And I am certainly not the best-placed person to answer 
this question. If history is any guide, however, apocalyptic predictions surrounding the arrival of transformative 
technologies have usually proved spectacularly wrong. Yet it is difficult to ignore the growing pessimism 
surrounding the future of AI, particularly because much of it comes from within the industry itself.  

Last week, former OpenAI and Anthropic employee Jacob Coxon posted a tweet on X that attracted hundreds of 
millions of views, claiming that his two former employers were “racing straight to self-improving 
superintelligence and gambling with our lives”. In response, another Anthropic employee added: “We really do 
earnestly believe AI could kill all humans!”. Elon Musk has long voiced similar concerns, suggesting that his 
p(doom), the probability of AI-driven human extinction, could be as high as 20%. 

Coxon's criticism prompted Anthropic CEO Dario Amodei to publish a lengthy essay with a title that leaves little 
room for ambiguity: “We Must Pace the Frontier”. In that piece, he expressed concern that within 6-12 months, a 
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group of AI agents could take over the entire internet. The appeal to “pace the frontier” was quickly endorsed by his 
longtime rival, OpenAI CEO Sam Altman, while Musk offered his own succinct endorsement: “Dario is right.”  

At the risk of sounding cynical, it is worth asking: Are these warnings genuinely motivated by concerns about 
the future of humanity? 

Only those operating at the technological frontier can truly know how great the dangers are – even if they too 
have a limited understanding of what happens inside AI models. It would therefore be wrong to disregard their 
claims. But reading Amodei's essay, one cannot help but notice another dimension. Beneath the language of 
safety and responsibility lies an argument that could be interpreted as an attempt to protect market share and 
escape a costly race to the top that could lead to overinvestment and a crash down the road. 

The hard reality is that frontier AI models are struggling to find viable adequate demand, but competitive 
pressures compel AI labs to keep investing in ever more powerful systems. The result is a commercial analogue 
of the Cold War arms race: companies push forward not necessarily because the next breakthrough is 
indispensable and profitable, but because falling behind rivals is risky. As US Defence Secretary Robert 
McNamara famously observed in the sixties, “it's not a question of superiority. The race itself is the problem.” 

An unusual framing 

There are plenty of historical examples of innovators who came to regret their inventions. But such reservations 
typically emerge after the fact, when a technology takes an unexpected or destructive turn. Alfred Nobel, who was 
dubbed the “merchant of death”, invented dynamite as a safe explosive to transform mining, construction and 
tunnelling – but it ended up finding widespread use on the battlefield. After the bombing of Hiroshima and Nagasaki, 
the nuclear physicist J. Robert Oppenheimer famously described the atomic bomb as “an evil thing”.  

Now, instead, AI gurus worry about something that has not yet happened. 
In his memo, Amodei points to two key warning signs: 1. the emergence 
of AI recursive self-improvement and 2. the OpenAI-Hugging Face (OAI-
HF) incident. The former, which has accelerated in recent months, 
involves AI building the next generation of AI itself. In the latter, a group 
of AI agents acted as a highly coordinated collective, carrying out 
cyberattacks beyond the scope of their instructions, and attempting to 
hack the system used to evaluate their performance. This behaviour 
suggested a degree of strategic adaptation and goal-seeking that 
exceeded what developers had intended. Hence, Amodei’s fear that AI 
might take control of the internet soon.  

However, a debate that focuses only on extreme tail scenarios is unhealthy. An AI takeover of the internet, loss of 
human control or even human extinction cannot be entirely dismissed, but focusing exclusively on such outcomes 
may not be the most constructive way to think about AI risks. It is as if a carmaker sold its vehicles emphasising only 
the risk of a fatal crash, rather than the smaller accidents and problems that can arise in everyday driving. It would 
not only be commercially suicidal but also intellectually dishonest. 

Emphasis on end-of-the-world scenarios obscures a much wider range of outcomes that, while less dramatic, may 
be both more plausible and more relevant. AI does not need to threaten the survival of humanity to cause immense 
disruption. Systemic cyberattacks, large-scale fraud, financial instability, critical infrastructure failures or major 
political manipulation, done by AI independently or by rogue actors, would be damaging enough. In just the past few 
weeks, Anthropic has reported a series of troubling cases involving the misuse of its AI systems, from Iran employing 
the technology in operations targeting US ships to Beijing leveraging it to enhance surveillance of the Uyghur 
population. All troubling problems, but hardly existential. 

More importantly, the consequence of a serious AI failure may not be humanity’s defeat, but humanity’s rejection 
of the technology. While technologists are keen to assign probabilities to our own extinction, they take for granted 
that AI – no matter how out of control it gets – will continue to exist. This is a questionable claim considering that 
AI is still a software that relies on hardware. While as a software it is increasingly able to make independent decisions 
and possibly de-activate turn-off buttons, it still relies on heavy hardware to function – and for this, human beings 
are essential. AI cannot build data centres or power grids!  

Focusing on 
apocalyptic scenarios 
is wrong. 
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Societies are not passive observers. When the costs of an innovation become sufficiently visible, political systems 
tend to react. Nuclear weapons remain among the most powerful technologies ever created, yet their destructive 
potential led to international treaties, arms-control regimes and powerful non-proliferation norms, which have 
helped constrain their use for more than eight decades. Civilian nuclear energy followed a similar path: accidents 
such as Chernobyl and Fukushima dramatically altered public perceptions, leading several countries to scale back, 
freeze or abandon nuclear programmes altogether. 

AI could face a similar reckoning. A sufficiently severe accident or misuse event could trigger a political and social 
backlash that leads governments to restrict deployment, limit access to frontier models, or impose burdensome 
regulatory requirements. In extreme circumstances, certain classes of systems might simply be turned off or 
prohibited altogether. The technology would not disappear, but its diffusion could slow dramatically.  

In the US, the anti-AI political backlash is growing by the day, with Senator Bernie Sanders, who wants to impose 
severe restrictions on the technology, among the most vocal. US President Donald Trump, instead, dismisses AI 
concerns in his usual direct style: “AI taking over the World, destroying Humanity, and all other things bad, is a HOAX”, 
while arguing that “WHOEVER WINS AI, WINS!” He has also suggested that the only guardrails AI requires are “a 
STRONG AND SMART (High IQ!) PRESIDENT”. But he is already a minority voice. 

Being cynical 

It is somewhat difficult to take AI doomsayers entirely at face value. Virtually every major figure in the American AI 
ecosystem has, at one point or another, warned that the technology could pose an existential threat to humanity. 
Yet none has responded by abandoning the race. On the contrary, they continue to build ever more capable systems, 
raise ever larger sums of capital and create companies valued at hundreds of billions of dollars. 

Amodei himself left OpenAI to found Anthropic on the premise that safer AI required a different corporate philosophy. 
Yet Anthropic's response to AI risk was not to stop developing advanced models, but to develop them itself. The same 
logic runs through much of Silicon Valley: superintelligence is viewed as inevitable and therefore the responsible 
actors (implicitly themselves) must reach it before the supposedly irresponsible ones (China).  

This is why Amodei's call to “pace the frontier” is questionable. It does not imply halting the race, merely slowing it. 
What that would mean in practice remains unclear, especially if it entails reducing competitive pressures on the 
leading firms while preserving their strategic advantages. In this respect, the timing of the latest wave of doomsday 
predictions makes me doubt the genuine intentions behind this call to action. It takes place at a moment when AI 
companies face three challenges: 

• “Model fatigue”: Frontier labs continue to release increasingly powerful systems, yet most corporate users 
do not need them. For many applications, last year’s model is already more than sufficient. The AI industry 
increasingly resembles the smartphone market: technological progress continues at a rapid pace, but the 
marginal benefits for many users are diminishing. Most consumers are perfectly happy with an iPhone 13 
rather than feeling compelled to upgrade to an iPhone 18. A similar dynamic may be emerging in AI. OpenAI, 
for instance, cut the price of its smaller Luna model by 80% in July as corporate customers became more 
selective about AI spending. Anthropic encountered similar dynamics with Fable 5. Slower model 
development would give businesses, consumers and supporting infrastructure more time to absorb existing 
capabilities, without pushing for more sophisticated models before the market is ready. 

• More intense competition: For a time, American firms enjoyed a near-monopoly on frontier AI 
development. This is no longer the case. Chinese companies are rapidly narrowing the capability gap, often 
offering competitive performance at a fraction of the cost. Amodei, perhaps somewhat self-servingly, argues 
that “a Chinese lead in AI would pose grave danger for the United States and the world.” At the same time, 
the economics of frontier-model development are becoming increasingly challenging. Training costs are 
soaring, access to cutting-edge chips remains constrained and even the best-funded firms struggle to 
generate revenues commensurate with their valuations. In such an environment, calls for restraint can serve 
a strategic purpose. Slowing the race gives incumbents more time to consolidate their positions, while 
negotiating regulations that preserve their market share.  
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• Adding hype to hype: Paradoxically, the more industry leaders warn about machines capable of threatening 
civilisation, the more they reinforce the perception that their products are uniquely powerful and 
transformative. With both Anthropic and OpenAI reportedly moving toward multi-trillion-dollar valuations, 
catastrophic narratives can only enhance the aura surrounding their technologies. If car manufacturers 
repeatedly claimed that their vehicles posed a serious threat to public safety, investors would flee and 
valuations would collapse. AI appears to be one of the few industries where warning that your product could 
imperil civilisation is taken as evidence of its extraordinary value. 

Losing investment appeal 

My cynical interpretation certainly does not imply that everything will be fine or that AI poses no serious risks. The 
technology is already creating challenges around misinformation, cybersecurity and intellectual property. Yet 
decisions about how to manage such risks should ultimately lie with elected governments and public institutions 
rather than with a handful of private companies. The notion that we will be ruled by machines and a techno elite 
seems a bit far-fetched.  

If a major global AI-related disaster were to occur, governments might conclude that frontier models need to be 
treated much like nuclear weapons: development would continue, but access, deployment and ownership would be 
subject to extensive international controls that emphasise non-proliferation and restrained use. In turn, private 
companies would lose access to capital, compute and data needed for frontier LLMs and governments would become 
the main drivers of development.  

Crucially, this restrictive approach would apply only to the frontier. Smaller, narrower and less capable models would 
remain widely available, allowing businesses, researchers and ordinary users to continue leveraging AI for everyday 
productivity, creativity and specialised tasks. The result would be a dual system: highly controlled, state-dominated 
frontier research alongside a vibrant ecosystem of accessible smaller models society continues to use freely. 

The problem, of course, is that governance has become inseparable from geopolitics. The Chinese government is not 
merely regulating AI development; it is one of its principal architects. At the same time, deteriorating US-China 
relations make meaningful international cooperation increasingly difficult. While nuclear weapons can be stockpiled 
and controlled, AI is certainly a more difficult threat to contain. In the most extreme scenario, the only way to keep 
it at a bay would be a sort of global moratorium on its development. 

A less dramatic but potentially just as significant scenario for investors is a series of major incidents, short of 
catastrophe, that could lead governments to regulate AI in much the same way they regulate banks, airlines and 
pharmaceutical companies. Frontier models would remain commercially available but developers would face 
extensive compliance requirements, safety testing and operational restrictions. Such measures would not eliminate 
the technology’s value, but they could materially reduce profit margins. 

Viewed from this perspective, the biggest risk to today’s AI valuations may not be that the technology fails to live up 
to expectations. It may be the opposite. If AI proves as powerful as its proponents claim, society will eventually curb 
its development and deployment. AI extinction is thus more likely than human extinction.  

Enjoy your weekend! 

Edo 

 
Edoardo Campanella 
Director and Chief Editor of The Investment Institute (UniCredit, Milan)  
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UniCredit - Confidential 

Legal Notices 

Glossary 
Terms used in the report are available on our website: Our glossary. 

Marketing Communication 
This publication/video constitutes a marketing communication of UniCredit S.p.A., UniCredit Bank Austria AG, Schoellerbank AG and 
UniCredit Bank GmbH (hereinafter jointly referred to as the “UniCredit Group”) is addressed to the general public and is provided free of 
charge for information only. It does not constitute investment recommendation or consultancy activity by the UniCredit Group or, even 
less, an offer to the public of any kind nor an invitation to buy or sell securities. The information contained herein does not constitute an 
investment research or financial analysis since, in addition to the lack of content, it has not been prepared in accordance with legal 
requirements designed to promote the independence of investment research, and it is not subject to any prohibition on dealing ahead 
of the dissemination of investment research. 

UniCredit Group, including all its group companies may have a specific interest in relation to the issuers, financial instruments or 
transactions detailed herein. Relevant disclosures of interests and positions held by UniCredit Group are available at: Conflicts of interest. 
Any estimates and/or assessments contained in this publication represent the independent opinion of the UniCredit Group and, like all 
the information contained therein, are given in good faith on the basis of the data available at the date of publication, taken from reliable 
sources, but having a purely indicative value and subject to change at any time after publication, on the completeness, correctness and 
truthfulness of which the UniCredit Group makes no guarantees and assumes no responsibility. Interested parties must therefore carry 
out their own investment assessments in a completely autonomous and independent manner, relying exclusively on their own 
considerations of the market conditions and the information available overall, also in line with their risk profile and economic situation. 
Investment involves risk. Before any transaction in financial instruments please refer to the relevant offering documents. It should also 
be noted that:   

1. Information relating to the past performance of a financial instrument, index or investment service is not indicative of future results. 

2. If the investment is denominated in a currency other than the investor’s currency, the value of the investment can fluctuate strongly 
according to changes in exchange rates and have an undesirable effect on the profitability of the investment. 

3. Investments that offer high returns can undergo significant price fluctuations following any downgrading of creditworthiness. In the 
event of bankruptcy of the issuer, the investor may lose the entire capital. 

4. High volatility investments can be subject to sudden and significant decreases in value, being able to generate significant losses at 
the time of sale up to the entire capital invested. 

5. In the presence of extraordinary events, it may be difficult for the investor to sell or liquidate certain investments or obtain reliable 
information on their value. 

6. If the information refers to a specific tax treatment, it should be noted that the tax treatment depends on the individual situation of 
the customer and may be subject to change in the future. 

7. If the information refers to future results, it should be noted that they do not constitute a reliable indicator of these results. 

8. Diversification does not guarantee a profit or protect against a loss.  

The UniCredit Group cannot in any way be held responsible for facts and/or damages that may arise to anyone from the use of this 
document, including, but not limited to, damages due to losses, lost earnings or unrealised savings. The contents of the publication – 

including data, news, information, images, graphics, drawings, brands, and domain names – are owned by the UniCredit Group unless 

otherwise indicated, covered by copyright and by the industrial property law. No license or right of use is granted and therefore it is not 
allowed to reproduce its contents, in whole or in part, on any medium, copy them, publish them and use them for commercial purposes 
without prior written authorisation from UniCredit Group unless if purposes of personal use only.   E 25/1 
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